Android – Part 1 – Java Language Topics
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The “language” of Android is mostly Java and XML

· XML can be learned mostly by example

· The Java language is based on C++ with simplifications and some differences

· The Java class libraries for Android are significantly different from traditional Java.  For example, Swing is not used.

· The actual Java VM has been customized for Android – it is called Dalvik.

Some Differences between the Java Language and C++

1. Everything in Java is coded inside a class.  No global variables or functions.

2. All data is

· A primitive type: int, double, char, boolean, etc. [Note: ints do not have logical (i.e. true/false) values]

· An object

3. The keywords final and static – for instance variables and methods.
· static variable: 1 copy is shared by all instances of its class.

· static method: callable by className.methodName() with no instance of the class [vs. objRef.methodName() for non-static (normal) methods]

· final variable: a constant, really: final double STAMP_PRICE = 44;

· final method: cannot be subclassed

4. Creating Objects.
ClassName objRef = new ClassName(…args…);

Object creation is always dynamic (done at run time, not compile time).  Note that objRef is a “reference to an object” not the object itself.

5. The “this” reference.  “this” is the name of a reference to the object in which the “this” occurs.  “this” has various uses.

6. The “import” Statement.  
This lets us use shortcut names and allows the program to unambiguously refer to different classes that may share the same “shortcut name”.

For example, in Swing, there is a JButton class.  Its real name is

javax.swing.JButton 

but if we import that class, we can use just JButton in the rest of the program.  

import  javax.swing.JButton;

…

JButton b = new JButton(“label”);
However, if the programmer wanted to make a new custom class called JButton and use it in the same program, using the full name of each would allow the desired one to be referenced with no confusion.

javax.swing.JButton b = new javax.swing.JButton(“label”);
Note that import does not copy in source code for compilation like C++ “include” does.

7. Passing Arguments to Methods

Both primitives and objects are passed by value (that is, a copy is passed).  Always.  There is no call-by-address or reference mechanism in Java So the passed-in argument cannot be directly altered by the method.
· Methods can return a value (primitive, array, object…)

· Methods can alter values in an object they get as an argument (if there are “setter” methods available or public instance variables)

· Methods cannot alter the value of a primitive or an object reference declared in the caller if it is passed as an argument.

8. Comparing Objects

(objRef1 = = objRef2) compares the references, not the objects themselves.

In Java, we write/use the equals() method when we want to compare the contents of two objects of the same class.  Most Java classes will have an equals() method.  When you write a new class, you should consider whether you should write an equals() method for it.

For example, to compare two Strings:

if (s1.equals(s2)) …

An equals() method for a class Point_2D could look like this (assuming instance variables x and y and getter methods for them.  Note that the method signature is expected of anyone who writes an equals() method.  Argument type is the class type being compared/tested for equality.
public boolean equals(Point_2D pt)

  {

  if (this.x == pt.getX() && this.y == pt.getY())

    return true;

  else

    return false;

  }
9. Missing Punctuation, etc.

· No * (dereference operator)

· No & (address-of operator)

· No pointer arithmetic (ptr = ptr + 1)

· No delete, dealloc, free, etc. [Java is “garbage collected” – when there is no reference to an object, its memory is returned to the system.]
10. Simple Arrays

· Arrays in Java are objects with a special C-like syntax.

· Array dimension(s) are set at run-time (not compile time) unlike C or C++.

· Once dimensions are set, they cannot be changed (however, other Java classes implement the idea of a dynamically growing/shrinking array).

We will briefly cover one-dimensional arrays here.

A. Declaration

Data-type name[];   or

Data-type[] name;
Examples: 

int intAr[];  or

int[] inAr;

Line lineAr[];   or

Line[] lineAr;
So far, what you have is a piece of named memory that can point to an array.  But that pointer is null and no array actually exists yet.
B. Create and dimension it

intAr = new int[10];  //10 can be a variable or any integer expression

Arrays of primitives are initialized to 0’s or other type-specific value.  In this case you have an array of 10 ints, each of which has value 0.

lineAr = new Line[n];

In this case you have an array that can hold n references to Line objects but you have no Line objects yet!  All the references are null.

C. To fill an array
for (int i = 0; i < 10; i++)

  intAr[i] = i * 2;

Arrays have a public data member whose value is the number of elements in the array.  The name of it is length. So:

for (int i = 0; i < lineAr.length; i++)

  lineAr[i] = new Line(… the req’d args …);

Now C-like array expressions can be used, for example:

partialAvg = (intAr[0] + intAr[1] + intAr[2]) / 3;

intAr[num] = 25;

top = lineAr[n].getY1();

lineAr[3].draw();
and to display all values in the int array:

for (int i = 0; i < intAr.length; i++)

  System.out.println(“value of element “ + i + “ is “ + intAr[i]);

Note: you can combine steps A and B above:

int intAr[] = new int[10];

Line lineAr[] = new Line[n];

11. Access Modifiers – for data and methods
These must be specified on each declaration line:
private int x, y, z;

public  int x1, y1;
public  num1,

        num2,

        num3;
Note that private is not the default; the default is nothing:

int num;  // default access

Here are the Java access modifiers:

· Default (no keyword used before declaration): code in other objects can access these if the other objects are in the same package (see below)

· Public: can be accessed by code in other objects (in this package or not)

· Private: cannot be accessed by other object types (but can be accessed by other objects of the same type).

· Protected: equivalent to private except to subclasses (in this or other packages) where it is accessible/inherited and equivalent to public.

12. Packages

Android uses packages.  A package is a named group or library of classes.  The name of the package is really the first part of the name of the class.  You declare the name of the package as the first line of your source code module, for example:
package edu.niu.cs.jim.financial;
The convention used in Java is to use the reverse domain name of your organization as the first part of the package name and then some other words to make the package name unique both universally and within your organization.  You are not required to use this convention but it is strongly encouraged.

The Java (and therefore Android) compile/build tools expect a certain directory structure that corresponds to the chosen name.  Eclipse and the Android tools will create and manage this for you.  For example, an Android project will create the following directory trees in your project’s workspace:

YourProject


src



edu




niu





cs






jim







financial








YourProject.java

And a similar one under bin for the compiled class files.  (Not visible in Eclipse; visible in Windows Explorer.)
This will be done automatically and you need not be aware of it – unless something goes wrong!

13. Naming conventions in Java.

Use these!  The format of the first 3 lines below is known as “camel notation”

Data names:

studentCount

num

interestRate

Method names:
calcAverage()

equals()
setText(String s)
Class Names:

UnitConv

Student
SavingsAccount

Constants:

STAMP_PRICE
PI

NUM_QUIZZES

Note that data and method names start with a lowercase letter; each addition “word” in the name starts with a capital letter.  Underscores are not used except for constants (final).

Class names are the same as data and method names except that the first letter is capitalized.

14. Compiling

Eclipse takes care of the details of compiling a project (Java and other pieces) and bundling them into an Android executable (.apk file in the Project’s bin folder).  Still, you should know the following for “normal” Java program development.
· The java tools (compiler, etc.) are in the bin folder of your Java install.

· The compiler is named javac.exe
· To compile a program you invoke

· …path\javac YourPgm.java

· *The name YourProgram must also be exactly the name of the class file where execution begins.  This is case-sensitive.
· *The compiler will output YourProgram.class (and possibly more .class files)

· To run the compiled Java program (not Android) you will invoke

· …path\java\YourProgram  [Note: no .class extention] or
* True for all Java programs/compilers.
This is for a Java application.  For more, and for applets, find a good Java book.

Head First Java (O’Reilly publication) is great for learning and understanding Java.
The Android Dialect of Java 

Android apps are written in Java; however, the version of Java used is not completely standard.  In order to make the Java VM small enough and fast enough to run well on a mobile device, some things were left out, other things were added, and some things were changed.  The following list shows some examples of these changes that you might run into soon in your programming.

1. The Java VM for Android is named Dalvik.  Not that it matters…

2. Android does not use the normal Java GUI libraries like awt or Swing.  Instead, you get to learn a whole new set of classes to represent the various UI components.  Some have the expected names (Button); some don’t (EditText instead of TextField and TextArea).

You will need a number of import statements to use the “shortcut” names for these new classes.  Eclipse’s Ctrl-Shift-o can automatically fill these in and can remove unreferenced imports as well.
3. User interface components may be defined in .xml or in executable Java code. Preferred practice is to do this in .xml and then get references to the components in the Java program via the findViewById() method.

4. Android does not use layout managers to control the size and arrangement of components.  Instead, Android generally uses .xml files to supply this information (as well as other information such as font, color, etc.)
5. Some elements have been added to the language.  One you will see soon is the

@Override

directive which is placed in front of an overriding method inherited from a superclass.  If the superclass does not include this method, the compiler will warn you.
6. Android apps do not extend JFrame (like Java applications) or JApplet (like applets).  Rather, they extend the Activity (or other) class.
7. Android apps do not begin execution in main() (like Java applications) or in init() (like applets).  Rather, they usually begin in a method called onCreate() – the first step in an Activity’s life cycle.
Exceptions
Overview

Exceptions provide a pattern for signaling and handing various run-time error conditions that may occur in calls to methods that can fail.

The exception mechanism helps separate “normal” or “successful” processing from error handling code.

There are checked exceptions that you must handle and unchecked exceptions that you can handle or ignore.  

The compiler will tell you if you have ignored a checked exception and force you to put any calls to such methods (that “throw” checked exceptions) into a try/catch block. (See below.)
If you ignore an unchecked exception in your code (i.e. you do not provide a try/catch block) – but the exception does occur, you will still get an error message on the Java console, but your program will likely continue execution.  (Example: ArrayIndexOutOfBoundsException)  

(However, in the Eclipse environment, you might get no notification at all except a dead app.  The Java console under Eclipse appears to be the nul device.  Messages can be directed to the LogCat console, however.)

Basic Idea 

Code in any method that detects an error condition (and does not know how to handle it) can create and throw an Exception to its caller to signal the error/failure.  The calling code can (or must, if it is a checked exception) catch the Exception and can then decide how to handle the error, or the caller can re-throw the Exception (i.e. pass it along up to its caller).  This is sometimes known as ducking the Exception.  You must decide the appropriate place to handle the exception:

a) handle it in the method that discovers the problem.  Don’t create and throw an Exception.  The method itself can handle or fix or ignore the problem.

b) in the caller by catching the exception thrown by the method. 
c) in a caller higher in the method call chain, via “re-throwing” or “ducking” the exception.

Exceptions are objects that contain methods to display specifics of the error that occurred.  The catching code can then use these methods to display error messages or take other action.
Examples of errors:

· Illegal chars in input

· File didn’t open

· TCP/IP Socket connection lost

· Argument to method out-of-bounds

Examples of ways to handle errors:

· Print error info and terminate

· Set a default value

· Reprompt and have user re-enter data

· Do nothing (rare, but allowed)

There are many kinds of Exception classes in the Java libraries. For example:

· ArrayIndexOutOfBounds

· Exception

· IOException

· NumberFormatException

· IllegalArgumentException

And you can make your own custom exception classes.

Every Exception class contains methods that can be called to provide information about the nature of the exception:

· getMessage()

· toString()

· printStackTrace()

Handling or Catching Exceptions Caused by Methods You Call

Typical calling sequence:

try

  {

  Code that calls methods that might fail, but written as if 
  all will  succeed.

  If a method call fails, control will pass immediately to the

  catch block and will not return to the try block.

  }

catch (ExceptionClassName e)

  {

  Code to handle error, normally using methods of the exception e.

  }

Example 1: 

Suppose meth1(), which takes two int arguments, can fail if either or both of the arguments is negative.  If this is the case, meth1() will create and throw an Exception object.

try

  {

  ans = meth1(arg1, arg2);

  aTextBox.setText(“Answer is “ + ans);

  }

catch (Exception e)

  {

  Log.d(TAG, “Error: “ + e.getMessage() + “ ans set to 10 “);

  ans = 10;

  }

 The meth1() method could look like this:

public int  meth1(int n1, int n2) throws Exception

  {

  if (n1 < 0 && n2 < 0)

    throw new Exception(“both args are neg”);

  else if (n1 < 0)

    throw new Exception(“first arg is neg”);

  else if (n2 < 0)

    throw new Exception(“second arg is neg”);

  else

    return n1 + n2;

  }

Notes:

0.  aTextBox.setText() just displays a String in a text box; Log.d displays a message on the Eclipse LogCat console.  It can be used in place of System.out.println() for messages.

1. If meth1() succeeds, the setText() will execute, and control will pass to the line following the end of the catch block.

2. If meth1() does not succeed, the setText() will not execute, but control will pass to the catch block, where the Exception object e is available.

3. In either case, control will not go back to the try block – unless you embed the whole structure in some kind of loop.

4. “Re-throwing” looks like this:

try { meth1(a, b)); }

catch (Exception e) {throw e}
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